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As it can be seen from the figures, both architectures initially use internal and global states
to determine possible courses of action. After that the utility agent uses a utility value or
degree of importance to classify which actions take precedence. The action selection in the
goal-based agent is determined on its current goals. The initial idea was to combine the
utility value with the goal predicate in order to allow more sophisticated behaviour.

2.3 Extending the architecture

The first extension introduced in the solution was adding an extra term to all predicates in
the knowledge base that can keep track of which entity is querying the base. This, of
course, was necessary as the application demo simulates more than one agent. Giving the
knowledge base some form of way to keep track of who is querying it is necessary because
the program updates the knowledge base every time the Al update functions are called by
asserting new facts (i.e. global states and states local to the specific agent) and these the
local states should be unique to every individual agent. Asserting the fact goal(attack)
would simply tell the knowledge base that the current goal is attack without specifying
which agent actually has the goal to attack. Asserting goal(attack,unitl), though, let’s the
knowledge base know that it is unit 1’s goal to attack.

In order to keep things simple a unit is given a unique identifier of the format unit X,
where X is that unit’s pointer to its memory address, because that pointer is unique to the
unit too(two or more memory units sharing the same space in memory is obviously highly
unwanted). In terms of standartisation, this simple solution allows facts about multiple
agents to be asserted into the knowledge base, regardless of what the class that serves as a
container for these units is.

The second extension was devising the predicates that would be used in the knowledge
base. Several types of predicates were defined:



e action (name, unit, order) — defines an action. The name term gives the action’s
name, unit is reserved for the unique unit identifier and order declares what place in
a set of actions, the particular one has. For the rest of this list the unit term is always
going to have the same meaning.

e goal (name, unit) — defines a goal and which unit has that goal

e plan (name, urgency, unit) — in a sense it is an extension of goal. While goal simply
declares that a certain unit has a certain goal, plan declares when that goal should
become active.

e global (name, urgency) — a predicate for declaring a global state and a utility value it
might provide

e tag (name, target, unit) — used for declaring local states, and a possible target
associated with that states. An example is tag(enemy _near, target, unit), which
states that target is in the vicinity of unit. Another example is tag(gold, 0, unit)
which simply states that if a unit is to harvest a resource, that resource would be
gold.

e tag (destination, X, Y, unit) — a special case tag that stores values about a unit’s
current movement goal.

e cur plan — used to declare what a unit’s current plan is.

Again, keeping in mind that the general idea is standartisation, the predicates were designed
to allow the use of the Al code in other projects, without extensive adaptation. The
predicates goal, action and plan are pretty much staple when designing Ai behaviour. Goal
and plan have the added benefit of having a utility value tied to them, while action has an
order value that allows a chain of actions to be defined within the execution of a certain
plan.

After devising the predicates, the suggested model was redesigned, in order to incorporate
an action-selection algorithm with specific characteristics. The new model took this form:
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Figure 3: New agent model

The new model introduces some changes. First of all the perception module is now
responsible for choosing the best plan out of a few possible based on utility preference.
This way, the agent updates its course of action early on in the process. Then the selection
module is invoked. The purpose of the selection module now is not to select the best
possible course of action, but too simply check if a new plan has become more important
than the previous one or if the old plan has finished executing(with the last action popped
out of the actions list). The benefits of that are two-fold. First, it allows for a form of simple
anytime planning allowing the agent to respond to a change in the environment, with that
change directly affecting what the current plan is in the perception module. Second, it saves
computational cycles by simply ignoring the inference module if the plan has not changed
and the actions vector is still full, meaning that there is a current plan and that plan is in the
middle of execution. The inference module further decreases computational cycles by only
filling the actions vector with actions relevant to the already chosen most important plan.
The result is a system, where perceiving the environment also means choosing the best
plan, and leaving inference to be concerned only with picking actions from the already
established best plan. The necessity for doing things this way is interrelated with the way
actions are executed. The abovementioned actions vector, is a C++ vector that gets
populated with all the actions associated with the current plan, these actions are presented in
order(the order value in the actions predicate), which dictates in what succession should the
actions be carried out in order to complete the plan. The actions in turn are carried out every
unit(not Al) update, until they are finished. Upon completion, an action pops itself out of
the actions vector. If that is the last action then nothing is done until a new plan is devised
and the actions vector is filled again(this could potentially lead to “jittery” behaviour,
because actions are executed more often then plans are updated). If there more actions left
in the vector, then the next one in line is carried out.

Going back to standartisation again, this method should provide someone developing new
functions to match new behaviours with the flexibility to only concern themselves with
popping the action out of the vector, once it is completed, as far as integrating the new
function with the Al solution is concerned. On the knowledge base side, someone using
this solution would have to consider in what order do they want actions to be performed in
relation to a certain plan.

Concerning entity initialisation, once a new entity has been introduced into the program,
one has to simply assert the unit’s initial states and goals. It is possible to introduce default
behavioural patterns that are created upon initialisation, depending on unit type. For the
purpose of debugging the program, all units in the demo have their goals and states
manually defined, but it is possible to introduce default behaviours based on unit type. For
example, in pseudo-code:

unitX = new Unit(attacker),
unitY = new Unit(harvester),

And in the constructor class:



Case attacker :
Assert(goal(patrol))
Assert(goal(attack))

Case harvester :
Assert(goal(harvest))
Assert(goal(run_away))



3. Results and Conclusions

3.1 Results

What the practical work managed to achieve is the creation of an agent architecture that was
employed in an RTS context. The agent architecture itself offers flexibility and could be
easily extended to incorporate more patterns. Agents within the simulations are acting
coherently and believably in compliances to their given goals. The amount of interference
between the Al module and the rest of the engine is kept to the bare minimum, of the engine
having to pass global states and unit goals, upon initialisation, which is necessary anyway.
Overall, the agent architecture performs well, with no noticeable impact on performance. It
has to be noted that the framerate is locked, and updates on the Al are executed outside of
the locking function, meaning that they are performed substantially less amount of times
than rendering and action execution. Upon easing the constraints imposed by the frame
lock, and increasing the number of iterations of the Al engine, a noticeable jitter occurs,
which eventually leads to the application crashing. Upon further inspection it was
discovered that problem lies within the PROLOG interface. What happens is, every time a
query is sent to the interface, a unique id is generated for that query and the query is kept in
memory. As the application runs, the amount of queries generated accumulates, eventually
leading to a stack overflow.

Another problem related to the use of PROLOG is the use of assert and retract predicates.
While appearing extremely useful for manipulating the knowledge base, these two
predicates have been designed with debugging in mind, and are computationally expensive,
because the knowledge base is decompiled and then compiled again. For a database of such
small, this is generally not a problem, but with the increase in complexity the performance
hit could potentially be substantial. A way to tackle this problem is completely overhauling
this method by using another one, but in turn would decrease the clarity of both the
knowledge base and the inference engine, which in turn would destroy the point of
standartisation and ease-of-use, if no tools are made available for generating the knowledge.
Even further, this would mean the introduction of a tool that is meant to assist making an
interface to the main programming language. This could only increase the complexity even
further and past both the scope and aims of this project.

The project does deliver an extendable architecture, with a clear knowledge base that
prompts that new actions could be added without too much hassle. The inference engine is
somewhere in the middle of being a “black box™ solution and a project-specific one, with
the main problem lying in asserting new states on a per term basis(i.e. assert(tag),
assert(global), assert(cur plan), etc.), which means that any future applications would have
to do with the terms already defined or introduce changes to the actual Al engine to
accommodate new ones, which is working against the concepts of a pure, ubiquitous
solution.

In hindsight, the use of PROLOG as the main assistant to the inference engine and
knowledge base could be regarded as a mistake. While it is true, that PROLOG could offer
powerful capabilities to agent architectures, these capabilities might come at a price and



might not exactly be necessary or that hard to implement without using the language. For
instance, a major problem with the current set-up is the fact that states, ironically, have to be
kept in two places in order to avoid duplication in the knowledge base. As every time an
entity is updated, all its previously asserted facts have to be wiped out, so that they can be
reasserted again, in order to prevent new facts from appearing in the knowledge while the
old ones are still there. This means that the games state has to be kept within the unit class
itself. Furthermore, if more sophisticated solutions of the agent architecture are to be
engineered, clarity would be reduced. All of these facts prevent the produced Al engine
from reaching a higher level of ubiquity. It is unclear however whether an XML solution
would’ve been better. As no practical work has been regard, it would only be speculative to
say if that is a better choice or not.

3.2 Conclusions

The original proposal for this project(Appendix A), suggested an investigation into Multi-
agent systems, a highly ambitious endeavor. However, some of the concepts mentioned in
the proposal, working towards more robust and versatile solutions for games Al, to be
precise carried on to the actual project and evolved into a study about the work done so far
to bring games Al to its next natural step of evolution — self-definition. The results that
project provides, suggest that agent architectures, are indeed, a good new method for
designing expert systems that deal with low-level game Al. As the project reached a more
mature state it was substantially easy to add new facts and rules, or to change old ones
altogether, due to the nature of the system. Agents are slowly starting to become a standard
in developing sophisticated web applications, the notions of agent-oriented programming as
the next advancement after object-oriented programming are being discussed in academia
and it is certain the games industry could only benefit from delving even deeper into the
subject. What of the other scope of the project - the research into feasibility of developing
standards and APIs for AI? Programming a solution with reusability in mind is generally
considered to be a golden rule to follow in every other field of software engineering, with
games Al being one of the notable exceptions in past years. But it seems that the field has
matured enough, and enough knowledge and good general techniques (such as the ever-
important A* pathfinding and the investigated agent architecture) that could be applied
across the board of games genres have been accumulated to formulate postulates, solid
standards and accepted paradigms in the field. With risk of adding a tone of pathos, that
could be excessive to a research paper, it should be stated that the day an Al equivalent to
OpenGl or DirectX emerges, the games industry could be considered dead for creativity if
new and exciting ways of designing and playing games are not devised.






Appendix A — Original Proposal

Introduction

Recent years have seen the rise of games Al as a powerful tool used to create immersive
and believable environments in computer games. In most cases programmers and designers
strive to achieve a level of Al in their games that makes the characters in them more realistic
and plausible. While this obviously leads to the production of higher quality games it also
means that Al in the games industry has taken on a supporting, even if important, role —
most of the research in the field is geared towards making the interactive world players get
immersed in to more polished and atmospheric. This applies mostly to computer games of
the FPS and RPG genres.

There is nothing wrong with this trend, but it seems that there has been a lot of space left
for research in another sphere to which games Al could be applied — that of actual
gameplay mechanics. With the emergence of powerful Al techniques that could simulate
characters that not only show believable emotions but are capable of intricate decision
making it is only a question of time before old concepts of established genres get a revamp
to accommodate these new technological advancements.

While computer graphics inherently could not contribute heavily to the innovation in game
design, Al could and in fact should be used more often as a tool for presenting the player
with new ways to play games and new challenges to overcome.

To illustrate what is meant by this is - an example of a current game, currently still in
production. The game “Experiencel12”, developed by French developer Lexis Games is a
take on a really old genre that has been given a substantial creative boost within the context
of modern technologies. The game belongs to the “adventure” game genre and tells the
story of a female scientist trapped in a bizarre research facility. Rather than following old
paradigms, the designers have taken control over the main character away from the player.
She is controlled entirely by the game Al and the challenge to the player is to find ways to
influence her behaviour through the role of a nameless security guard that can only operate
the cameras, doors and certain devices in the complex. This example clearly demonstrates
how advanced Al in recent years could not only be used to help us feel more immersed in a
game environment but provides us with new challenges and ways to play games.

Motivation

The statement that “‘games are a set of rules and goals” is something of an axiom. There
isn’t, probably, a more concise definition about what computer games actually are. And it is
those set of rules and goals that give players the feel of what the game is about and how it
should be played. So perfecting, improving and innovating the rule sets of games are the
major tasks of game designers. So how does this tie in with the idea of agent systems and
more autonomous Al?



If the Al system is more robust and versatile and if the entities participating in it have a
greater degree of adequate autonomy, the need for designer foresight would decrease.
Rather than spending time trying to foresee every possible situation the game state could
end up in, designers would simply have to make sure that the Al entities they design can
interpret and interact with their environment in a rational manner that wouldn’t lead to them
to “dead-end” situations. This in turn provides for the possibility of designing more
complicated scenarios in the safe knowledge that these scenarios would play out in a
plausible fashion without the need of rigorous playtesting.

And this is where technology steps in to provide the help needed to achieve this. One of the
main benefits of the multi-agent system theory is that agents are entities with great level of
autonomy. Most of the research on multi-agent systems in the context of interactive
environments deals with the concept of autonomy and how this could be translated in to
designing characters capable of sophisticated decision making and emotive goal-driven
behaviour.

Since RTS games are in their essence large-scale simulations of some form of social
interaction (in most cases war), and since they are a genre that has had little exposure to the
theory of multi-agent systems, it seems that tackling this research question could be an
intriguing and informative endeavour, that could lead to useful conclusions on how to
further implement the use of agent systems in computer games.

Also, as a matter of personal interest, it appears that RTS games have had hardly any
innovation applied to their core mechanics in the last decade (and quite possibly since their
origin).

Methodology

Since the field of multi-agent systems is quite broad and a lot of it is still in its theoretical
stages, it would seem implausible to suggest the creation of an application that features a
“pure” multi-agent system. Instead some sort of a compromise between the use of multi-
agent systems and old established techniques will have to be established. Since the main
goal of this project is to prove(or disprove) that using agents as a method for creating
simulations where the participating entities display a reasonable degree of autonomy one of
a few possible approaches will have to be chosen.

A possible approach for handling this could be designing an agent structure that is capable
of decision making through perceiving the environment and making educated guesses about
what to do next. The concept of high-level control for co-ordinating the agents actions
would not be ignored.

This method would involve designing the agent to be able to function enitirely on its own
without interacting with other agents or algorithms to control its behaviour. The idea behind
this is that if the agent possesses enough knowledge about how to navigate its environment
it won’t need to be aware of what other agents around it are doing as it would simply make
guesses as to how to behave. To illustrate this in an example:



In a possible scenario, a simulation of building a house would be created. In that simulation
5 agent controlled characters would have to bring the resources required to build the house
to its designated spot. The resources would be wood and stone, 10 of each, arranged in two
piles. Naturally the agents would be designed to have the skills to locate those piles, go to
them, pick an item from them and bring it back to the construction site. The environment
would deliberately be designed to impose problems for the agents. Characters would be
able to collide with each other and no more than one character could stand at a pile and pick
up resources and no more than one character can stand at the construction site and drop off
resources. That problem would test the agents’ capability to assess the situation. In theory,
apart from the aforementioned skill set, the agents, not having the ability to interact with
each other and devise a plan to co-ordinate their actions would have to be able to handle
situations in which their imminent task would fail. In other words — if an agent reaches the
pile but there already is another agent their in the process of picking something up, the
agent that has just arrived should be able to re-evaluate its imminent goal from “I’ve
reached the pile, now I pick up a plank of wood”, to “I can’t pick up a plank of wood, I
should try and go pick up a cobble of stone or wait until I can pick up a plank of wood”.
This in turn could cause agents to bounce to and fro from pile to pile as they never manage
to get there when the piles are free, which again should be a cause for them to re-evaluate
their strategy. Using a time limit in which we could say the task has been achieved
reasonably could then be a good measure of how “clever” the agents have performed.

Resource requirements
Apart from standard APIs required(either DirectX or OpenGL) for creating the graphical

side of the prototype, third-party software would not be required to execute the practical
work as the idea behind this project is to devise and agent structure from scratch.



Appendix B — The Prolog Knowledge Base

dynamic (action/3).
dynamic (plan/3).
dynamic (global/2).
dynamic (tag/3).
dynamic (tag/4).
dynamic (goal/2).
dynamic (cur_plan/2).

Fm—————— planner for attacking
plan(moveto,1.0,X) :-
goal (moveto,X).

action(moveto,X,1.0) :-
cur_plan(moveto,X),
plan(moveto,Urg,X),
tag(destination, Xpos,Ypos,X).

Fmm————— planner for attacking

plan(attack,Urg,X) :-
goal(attack_enemy,X),
global(security,Urg),
tag(enemy_ near,Y,X).

action(attack,X,1.0) :-
cur_plan(attack,X),
plan(attack,Urg,X).

Fmm———————— planner for patrolling
plan(patrolling,1.0,X) :-
goal(patrolling,X).

action(patrol,X,1.0) :-
cur_plan(patrolling,X),
plan(patrolling,Urg,X).

plan(idle,2.0,X) :-
goal(idle,X).

action(idle,X,1.1) :-
cur_plan(idle,X).

Fmm————— planner for harvesting
plan(resources,Urg,X) :-
goal (resources,X),
global(res_need,Urg).

action(move_to_res,X,1.1) :-
cur_plan(resources,X),
plan(resources,Urg,X),
tag(gold,0,X);
tag(iron,0,X).

action(harvest,X,1.2) :-
cur_plan(resources,X),
plan(resources,Urg,X),
tag(gold,0,X);
tag(iron,0,X).



action(move_to_base,X,1.3) :-
cur_plan(resources,X),
plan(resources,Urg,X),
tag(gold,0,X);
tag(iron,0,X).

action(unload,X,1.4) :-
cur_plan(resources,X),
plan(resources,Urg,X),
tag(gold,0,X);
tag(iron,0,X).



Appendix C — The inference engine

////UPDATE

void cUnit::AIupdate() {

//Update position

char address[256];

sprintf (address, "tag(position,X,Y,unit %p)",this);
retractallPL(address);

sprintf (address, "tag(position,%f,%f,unit %p)",xPos,yPos,this);
assertPL(address);

if(ignoreAI) {

} else {

perception();

selection();

}

;
///PERCEPTION

void cUnit::perception() {

char fact[256];

char address[14];

string fact str;

sprintf (address, "unit_%p",this);
PlTermv t1(3);

t1l[2] = address;

///Update local states

//Update enemeis detected

for(int i = 0; i < controller->getEnemyUnitList()->size(); i++) {
float distance = sqrt(fabs(xPos - controller->getEnemyUnitList()->at(i)-
>getX()) + fabs(yPos - controller->getEnemyUnitList()->at(i)->get¥()));

if(distance<l1l.0f){

sprintf (fact, "tag(enemy near,unit_$%$p,unit %p)",controller-
>getEnemyUnitList()->at(i),this);

PLfact a(fact);

if(findState(fact)) {

} else {

localstates.push_back(a);

}

}

sprintf(fact,"goal(X,unit_ %p)",this);

retractallPL(fact);

sprintf(fact,"tag(X,Y,unit %p)",this);

retractallPL(fact);

sprintf(fact,"tag(X,Y,Z,unit_%p)",this);

retractallPL(fact);

for(States::iterator i = localStates.begin(); i != localStates.end();
++i) {

assertPL((*i).factStr.data());

controller->getCursor()->timesCalled=localStates.size();

//Query for possible plans
localPlans.clear();

PlQuery gl("plan", tl);
while(gl.next solution())

PLplan a((string)tl[0],atof((char *) t1l[1]));
localPlans.push_back(a);

}



if(localPlans.size() == 1) {
} else {
sort( localPlans.begin(), localPlans.end(), rankPlans );

}
}i

///SELECTION

void cUnit::selection() {

char fact str[256];

if(curPlan == "") {
curPlan.assign(localPlans.begin()->planStr);
sprintf(fact_str,"cur_plan(%s,unit_ %p)",curPlan.data(),this);
assertPL(fact_str);

inference();

} else if(localPlans.begin()->planStr != curPlan) {

//replan

curPlan.assign(localPlans.begin()->planStr);
sprintf(fact_str,"cur_plan(X,unit_%p)",this);
retractPL(fact_str);

sprintf(fact_str,"cur_plan(%s,unit_ %p)",curPlan.data(),this);
assertPL(fact_str);

inference();

} else if(localActions.size() == 0) {
inference();

} else {

behaviour();

}i

///INFERENCE
void cUnit::inference() {

char address[14];

sprintf (address, "unit_%p",this);
localActions.clear();

PlTermv t1(3);

t1l[1] = address;
PlQuery gql("action",tl);

while(gl.next solution())

PLaction a((string)tl[0],atof((char *) t1[2]));
localActions.push back(a);

}

sort( localActions.begin(), localActions.end(), rankActions );
behaviour();

}i

///BEHAVIOUR

void cUnit::behaviour() {
if(localActions.size() < 1) {
setGoal(3.0f,3.0f,U IDLE,this,CUR_UNITS);

} else {
if(!localActions.back().actionStr.compare("unload")) {
setGoal(11.0£,22.0f,U UNLOAD,this,CUR_UNITS);

} else
if(!localActions.back().actionStr.compare("harvest")) {

setGoal(11.0£,22.0f,U HARVEST,this,CUR_UNITS);



} else

if(!localActions.back().actionStr.compare("move to res")) {
setGoal (controller->getResourceList()->at(0)->getX(),controller-
>getResourcelList()->at(0)->getY(),U _MOVE_TO RES,this,CUR_UNITS);

} else
if(!localActions.back().actionStr.compare("move_ to base")) {
setGoal(3.0f,3.0f,U MOVE_TO BASE,this,CUR_UNITS);

} else
if(!localActions.back().actionStr.compare("patrol")) {
setGoal(3.0f,3.0f,U PATROL,this,CUR_UNITS);

} else
if(!localActions.back().actionStr.compare("idle")) {
setGoal(3.0f,3.0f,U IDLE,this,CUR_UNITS);

} else
if(!localActions.back().actionStr.compare("attack")) {
setGoal(3.0f£,3.0f,U ATTK,getTarget(),CUR_UNITS);

} else

if (!localActions.back().actionStr.compare("moveto")) {

setGoal (getDestination().xPos,getDestination().yPos,U_MOVE,this,CUR_UNIT
S)i

} else {

}

}

}

void cUnit::AIupdateState(PLfact t) {
localStates.push _back(t);

}i

bool cUnit::findState(string N) {

for(States::iterator i = localStates.begin(); i != localStates.end();
++i) {

if(!N.compare((*i).factStr)) {
return true;

}

}

return false;

}i

void cUnit::removeState(string N) {

bool foundone = false;

States::iterator i = localStates.begin();
while(!foundone) {
if(!N.compare(i->factStr)) {

foundone = true;

} else {

i++;

}

if(!foundone) {
} else {
localStates.erase(1i);

}
}i

cUnit* cUnit::getTarget() {

char address[14];

char real address[8];

sprintf (address, "unit_%p",this);
cUnit* t;

PlTermv t1(3);



t1[0] = "enemy_ near";
t1l[2] = address;
PlQuery ql("tag",tl);

while(gl.next solution())

{

for(unitlist::iterator i = controller->getEnemyUnitList()->begin(); i <
controller->getEnemyUnitList()->end(); i++) {
if(!(*i)->getName().compare(tl[1l])) {

return ((*i)->getSelf());

B an sl

return this;

}

Pos cUnit::getDestination() {
char address[14];

char position[10];

Pos dest = {0.0f,0.0£f};

sprintf (address, "unit_%p",this);

PlTermv tl1(4);

t1l[0] = "destination";
t1l[3] = address;
PlQuery gl("tag",tl);

if(gl.next_solution())
{
dest.xPos
dest.yPos
}

return dest;

}

bool cUnit::rankPlans(PLplan el, PLplan e2) {
return el.planUrg < e2.planUrg;

}

bool cUnit::rankActions(PLaction el, PLaction e2) {
return el.actionOrder > e2.actionOrder;

}

atof(tl[1l])
atof(tl[2])

.
4
.
4
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